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Executive Summary  

The Montanha Viva Project aims to develop a decision support system, which is intelligent and with 

real-time operation in the economic exploitation of mountain plants, especially in remote locations 

(without internet connection), to stimulate the economical use of existing plants, increase 

production, reduce consumption of natural resources, contributing to the promotion of biodiversity 

and preservation of environmental sustainability, particularly of wild mountain plants. It will start 

from the identification and characterization of mountain plants with potentiating characteristics for 

natural mitigation of pests and diseases in agricultural crops and with application of this properties in 

health and well-being, to the creation of a local and remote sensing system for the analysis of plant 

vigor allied to artificial intelligence algorithms for decision support in carrying out cultural activities 

in existing plants or in new agroforestry exploitations. 

 Its objectives are: 

- Collect basic information and produce data of the identification and characterization of mountain 

plants with application properties in health and welfare and with potentiating characteristics of 

natural mitigation of pests and diseases in agricultural crops in the mountain region of Serra da 

Gardunha, promoting the sustainability of existing agroforestry farms and the development of new 

products and new businesses from the use of wild flora. 

- To evaluate and characterize the biological properties of selected species based on the collection of 

information from ethnobotanical surveys. 

- Adapt existing technological solutions and/or develop specific solutions for local monitoring in 

remote (without access to electricity sources or communications) and inhospitable areas (with very 

high thermo-hygrometric gradients). 

-  Analyzing the potential of high-resolution remote sensing for near-real-time determination of plant 

vigor and growth rate. 

- Develop an intelligent predictive system of mountain plant vigor, information and decision support 

in environmental sustainability in order to optimize the cultivation/exploitation of wild plants in the 

mountain region. 

- Promote sustainable awareness, through the installation of interpretative tables and digital 

information with identification and dissemination of the environmental value, landscape and 

heritage of flora that aim to raise awareness and planning of visitation to mountain areas. 

- Dynamize tourist trails for the promotion of mountain sustainability by raising awareness of local 

biodiversity. 

- Communicate, disseminate, transfer data and technology and disseminate project results. 

 

This document aims to evaluate state-of-art AI algorithms for analyzing plant vigor and growth rate. 

 

Keywords: Convolutional Neural Networks, Segmentation, Plant Identification, Wild flowers.  
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1. Introduction  

In recent years, the gap between agriculture and technology has narrowed with the development of 

Agriculture 4.0 that uses tools such as the Internet of Things, robotics and artificial Intelligence to 

optimize various agricultural processes. The scientific bibliography describes numerous solutions 

with the use of this resources that allow better decisions to be made regarding irrigation and weed 

management, and better and faster analysis of soil and plant health. This subsection examines the 

development of technologies that make it  possible to monitor not only the phenology of plants but 

also their growth. It should be noted that these technologies will work on a microcontroller, which 

has limitations in terms of processing and performance. Therefore, we will also discuss some 

solutions for such cases. 

2. Objectives 

This work can be divided into two parts: Remote sensing to classify and monitor wild plants using 

sensors and cameras in the field. Each part plays an important role in the success of this project. On 

the one hand, we will use remote sensing to evaluate vast areas of land in the Serra da Gardunha to 

classify the native wild plants in this area. On the other hand, we will use cameras and sensors on the 

ground to monitor plant phenology and soil properties to obtain data on the health and growth of 

wild plants. This paper will focus on the latest. 

 

3. Overview 

This overview was based on the Deep Learning (Goodfellow et al., 2016) and Dive into Deep 
Learning(A. Zhang et al., 2021) books. 

3.1. Deep Feedforward Networks 

Deep feedforward networks, also referred to feedforward neural networks (FNN) or multilayer 

perceptron (MLP), where perceptron stands for a neural network unit that performs certain 

computations to recognize features, are the archetype of Deep Learning models. The purpose of 

feedforward networks is to define a mapping between input x and output y that leads to the best 

function approximation by learning features θ. The models are named feedforward because the 

information flows directly from x to y, passing through the hidden layers so that it has only one 

direction. This forms the backbone of the recurrent neural network (RNN), which uses feedback and 

whose nodes are connected in cycles that constitute a feedback loop in which the outputs of the 

model are fed back into itself. Feedforward networks are thus simpler by definition. 

They are referred as networks because they are usually represented by the interconnection of 

multiple functions. These functions are commonly referred to as layers. Each layer represents a 

function, with the first layer being the input layer, the last layer being the output layer, and the layers 
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in between being the hidden layers. The total length of the chain thus indicates the depth of the 

model. 

3.1.1. Variants of the Basic Convolution Function 

The main difference between linear models and neural networks is that the nonlinearity of a neural 

network means that important loss functions become nonconvex. Therefore, neural networks are 

trained with iterative gradient-based optimizers that bring the cost function to a very low value, while 

linear equation solvers and convex optimization algorithms guarantee convergence regardless of the 

input. The stochastic gradient descent, presented in Figure 1, which is used to find the best model 

parameters that correspond to the best fit between predicted and actual output, is sensitive to the 

values of the initial features. For feedforward neural networks, it is of great importance to initialize 

all weights with small random values. 

 

 

 

 

 

 

 

 

 

Figure 1: Illustration of the use of Gradient Descent to find a local minimum(Wild, 2019). 

3.1.1.1. Cost Function 

When designing a neural network, the primary concern is to choose a cost function that is appropriate 

for the problem to be solved. In most cases, the principle of maximum likelihood is used. The principle 

of maximum likelihood estimation (MLE) is a method of obtaining the best values of the features that 

define a model, while increasing the probability that the model will achieve the most accurate output. 

This cost function can be expressed by Equation 1.  

𝐽(𝜽) = −𝐸𝑥,𝑦~𝑝𝑑𝑎𝑡𝑎
𝑙𝑜𝑔𝑝𝑚𝑜𝑑𝑒𝑙(𝒚1|𝒙). 

( 1) 

Each model can have a distinct cost function, depending on the specific form of logpmodel. This 

approach is very useful due the fact that removes the work of designing cost functions for each model. 

A model p(y|x) determines that the cost function is logp(y|x). 

 
1 Every letter that is in bold means that is a vector. 
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Neural networks must assure that the gradient of the cost function must be large and predictable to 

guide a learning algorithm well enough. If they saturate (become very flat) it subvert the process 

because the gradient become very small. In several cases activation functions are the problem 

producing the output of the hidden units or the output units to saturate. This happens because most 

output units use an exponential function that can saturate if the argument is very negative. The log 

function in the negative log-likehood cost function helps to avoid this problem. The problem can be 

approach with other method by learning only one conditional statics of y given x. Thus, viewing the 

cost function not only as a function but functional, meaning creating a map form functions to real 

numbers, making us choose a function rather than a set of parameters. This way it is possible to 

design a cost function to have its minimum occur at a function form our choosing. By using this 

approach we'll be solving an optimization problem. Minimizing the mean squared error (MSE) cost 

function, represented in Equation 2, while training the model on huge amounts of samples from the 

true data generating distribution, would grant a function that predicts the mean of y for each value 

of x. This is the first result.  

𝑓∗ = 𝑎𝑟𝑔𝑓𝑚𝑖𝑛𝔼𝑥,𝑦~𝑝𝑑𝑎𝑡𝑎
||𝒚 − 𝑓(𝒙)||2 

( 2) 

The second result, proves that different cost functions give different statistics by having a function 

that predicts the median value of y for each x, called mean absolute error (MAE), illustrate in Equation 

3. 

𝑓∗ = 𝑎𝑟𝑔𝑓𝑚𝑖𝑛𝔼𝑥,𝑦~𝑝𝑑𝑎𝑡𝑎
||𝒚 − 𝑓(𝒙)||1 

( 3) 

3.1.1.2. Output Units 

As we have already seen, the cost functions go hand in hand with the output unit choice. Since in 

most cases the cross entropy between the data distribution and the model distribution is used, the 

choice of the output unit determines the shape of the cross-entropy function (negative log-likehood). 

Assuming that some hidden layers are present, the task of the output layer is to transform the 

features to perform the intended task. For each type of distribution, there are different output units. 

For example, for a Gaussian output, there are linear units based on affine transformations with no 

nonlinearity. So, a layer with linear output units produces a vector 𝑦̂ = 𝑊𝑇ℎ + 𝑏 when h features are 

given. These layers are usually used to perform the mean of a conditional Gaussian distribution by 

maximizing the log-likelihood, which is equal to minimizing the mean squared error. Equation 4 

illustrates the Gaussian distribution: 

𝑝(𝒚|𝒙) = 𝒩(𝒚; 𝒚̂, 𝑰). 

( 4) 

Linear units do not saturate, which makes it easier to work with gradient-based optimization 

algorithms and can be used with a variety of optimization algorithms. 

Another example is the use of sigmoid output units for Bernoulli output distributions. This method is 

popular for problems where the value of a binary variable y needs to be predicted, such as problems 
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with two classes. Since the Bernoulli distribution is a discrete probability distribution, the neural 

network only needs to predict P(y-1|x), i.e., a number lying in the interval [0,1]. The sigmoid output 

unit is defined as 

𝑦̂ = 𝜎(𝒘𝑇 ∗ 𝒉 + 𝑏), 

( 5) 

where σ is the logistic sigmoid function. The sigmoid output can be described with two components. 

A linear layer that is computed, 𝑧 = 𝒘𝑇 ∗ 𝒉 + 𝑏 and then a sigmoid activation function to convert z 

to a probability. As discussed, the output variable should be between 0 and 1, and also it is necessary 

that the logarithm (logit) of the number works well for gradient-based optimization of log-likehood, 

so it was decided that it is best to predict a number 𝑧 = log 𝑃̂(𝑦 − 1|𝑥).By exponentiating and 

normalizing, we obtained a Bernoulli distribution controlled by a sigmoid function. This avoids 

saturation of the function and thus lack of model learning due to small gradients. 

 The loss function is represented by: 

𝐽(𝜃) = −𝑙𝑜𝑔𝑃(𝑦|𝑥) 

= −𝑙𝑜𝑔𝜎((2𝑦 − 1)𝑧)  

= 𝜁((1 − 2𝑦)𝑧). 

( 6) 

The simplification shows that the function only saturates when (1 − 2𝑦) ∗ 𝑧. This means that it only 

goes into saturation if the model already has the correct answer. 

For Moltinoulli output distributions, where we need to represent a probability distribution over a 

discrete variable with n possible values, it is common to use the softmax function. A practical example 

of using the softmax function is a classifier for multiple classes. In this case, we need to create a vector 

such as 𝒚̂.  Each element of 𝑦̂𝑖must be between [0,1] and that the sum of the vector must be 1 to 

represent a valid probability distribution. The softmax function is given by: 

𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑧)𝑖 =
exp(𝑧𝑖)

∑ exp(𝑧𝑗)𝑗

. 

( 7) 

Since log-likelihood is used, it is normal to express the softamx function with an exponential function, 

since the two functions cancel each other out. A simple way to understand this function is to imagine 

that it creates competition between units. Thus, when the value of one unit increases, the values of 

all the other units inevitably decrease, because the sum of the output vector must be 1. 

3.1.1.3. Hidden Units 

Hidden units are a problem unique to feedforward neural networks. Therefore, it is important to 

select the most appropriate type of hidden units for the hidden layers. There are many types of 

hidden units, and it can be difficult to decide when to use which type. Most hidden units work as 

described: 
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𝑧 = 𝒃 + 𝒙 ∗ 𝑾𝑇  

( 8) 

where x is a vector of inputs, the weights are represented as W, and b is the bias. Then the output z 

traverses an element-wise nonlinear function g(z). The choice of activation function from this last 

step distinguishes most hidden units. 

Sigmoid activation functions and hyperbolic tangent activation functions were the first applicable 

activation functions in neural networks. The sigmoid function, shown in Equation 9, is used to predict 

the probability that a binary variable is 1, as mentioned earlier. 

𝑔(𝑧) = 𝜎(𝑧) 

( 9) 

Nevertheless, the use of this activation function on a hidden unit is not recommended due to the wide 

range of its saturation. The sigmoid function saturates when z is very negative and also when it is very 

positive, responding well only when z is close to 0. This problem greatly complicates gradient-based 

learning harder for one unit. Using the hyperbolic tangent activation function shown in Equation 10 

usually improves unit performance. 

𝑔(𝑧) = tanh (𝑧) 

( 10) 

Hyperbolic tangent activation function its similar to the identity function near zero, because 

tanh(0) = 0.Thus, training a deep neural network (𝑦̂ = 𝒘𝑇tanh (𝑼𝑇tanh (𝑽𝑇𝑥))) seems like training 

a linear model (𝑦̂ = 𝒘𝑇𝑼𝑇𝑽𝑇𝑥) as long as the activations of the network are kept small, which 

facilitates training. 

Another important activation function is the rectified linear unit, also known as ReLU. These units use 

the activation function 𝑔(𝑧) = max {0, 𝑧} and are easy to optimize because of their similarity to linear 

units. The difference between these two lies in the fact that ReLU units output zero in half of their 

range. This makes the derivative 1 wherever the unit is active, as shown in the Figure 2: 

 

 

 

 

 

 

Figure 2: Illustration of the Rectified linear unit and its derivative(B. Chen, 2021). 
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The ReLU function is used in addition to the affine transformation, as mentioned earlier, and is a 

good default choice for the hidden unit. Equation 11 shows the ReLU function applied. 

𝒉 = 𝑔(𝒃 + 𝑥 ∗ 𝑾𝑇). 

( 11) 

It is good practice to set the bias to a small positive value, such as 0.1, to make it more likely that these 

units will be initialized in the active domain for most inputs in the training set, allowing the derivatives 

to pass. However, they cannot learn using gradient-based methods on examples where their 

activation is zero, which is a drawback. Therefore, there are several generalizations of rectified linear 

units that guarantee the successful use of gradient-based methods in all their domains. The 

generalizations are based on the use of a slope 𝛼𝑖 with a value when 𝑧𝑖 < 0. This means that the 

activation function would look like this: 

ℎ = 𝑔(𝑧, 𝛼)𝑖 

= max(0, 𝑧𝑖) +  𝛼𝑖 ∗ min(0, 𝑧𝑖). 

( 12) 

For object recognition from images, it is used the Absolute Value Rectification which sets the slope 

to -1 to obtain 𝑔(𝑧) = |𝑧|. For a more extensive application, leaky ReLU can be applied, where 𝛼𝑖 is 

set to a small value of 0.1, while a parametric ReLU (PReLU) turns 𝛼𝑖 a dynamic parameter that learns. 

For a generalized ReLU, maxout units were introduced, which take a different approach by dividing z 

into groups of k values instead of applying the function element-wise. 

𝑔(𝑧)𝑖 = max 𝑧𝑗 , 𝑗 ∈ 𝔾(𝑖), 

  ( 13) 

where 𝔾(𝑖) is the set of indices in the inputs for group. A maxout unit can take a piecewise linear 

approximation to a random convex function by taking the maximum value among the values of $k$ 

weights. The maxout layer must have different parameters compared to the other layers, so the 

learning dynamics are different and require stronger regularization. An important advantage is that 

if the features captured by different linear filters can be summed without loss of information by taking 

the maximum over each group of k features, the next layer can work with k times fewer weights, 

saving computational power. This method also avoids the phenomenon of catastrophic forgetting, 

in which a neural network forgets how to perform tasks that it has trained in the past because each 

unit is controlled by multiple filters and is therefore redundant. 

There are other hidden units that are less popular, such as Radial basis function (RBF), Softplus, Hard 

tanh, or we can choose to have no activation function. The latter method should be used only for 

some hidden units, as there is a risk of creating a linear network. 

3.1.1.4 Architecture Design 

An important point in creating a neural network is to answer the following questions: How many units 

should this neural network have? How should the units be connected to each other? By answering 

these questions, we determine the architecture (structure) of the network. The units or perceptrons 
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are usually grouped into layers, which are usually arranged in a chain structure, as illustrated in Figure 

3: 

 

 

 

 

 

 

 

 

 

Figure 3: Illustration of a Multi-Layer Perceptron where we see the chain-based approach with two 

layers and multiple perceptrons (Alizadeh Savareh et al., 2018). 

In this architecture, each layer is a function of the preceding layer, i.e., the first layer is given by: 

𝒉(1) = 𝑔(1)(𝒃(1) + 𝑾(1)𝑇 ∗ 𝒙); 

( 14) 

the second layer is given by: 

𝒉(2) = 𝑔(2)(𝒃(2) + 𝑾(2)𝑇 ∗ 𝒉(1)); 

( 15) 

and so forth. 

For a neural network with a chain-based structure, we must consider the width of each layer and the 

depth of the network. The deeper the neural network, the more difficult it is to optimize. However, 

deeper neural networks are often able to use less units and thus fewer parameters with good 

generalization on a test set. 

Furthermore, the goal of a neural network is to learn functions from inputs and output expected 

results from those functions. In a linear model, this learning is straightforward because the loss 

functions lead to convex optimization. However, most systems work with non-linear functions that a 

linear model cannot compute. 

Therefore, for a given function, there is a feedforward network that approximates that function. 

Feedforward neural networks thus provide a universal system for representing functions. 

Nevertheless, according to the universal approximation theorem, the training model is not 

guaranteed to learn the function. This happens because, first, it is possible that the optimization 

technique used for training cannot determine the parameter value that corresponds to the desired 

function. Second, the training algorithm may overfit due to the poor choice of function. 
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Using a feedforward network with a single layer may be sufficient to represent an arbitrary function. 

However, the layer may be impractical due to its size, and it may not learn properly and generalize on 

the test set. In the most extreme case, it may be necessary to use an exponential number of hidden 

units, with one hidden unit for each distinct input configuration. Consequently, creating deeper 

models can reduce generalization error by reducing the number of units required to represent a 

function. 

Using a deeper model reflects the view that the function should be composed of a few smaller 

functions together. This could lead to learning a representation from successively simpler concepts 

or an algorithm with sequentially dependent processes. 

Until this point, we have only talked about chain-based networks and their properties such as the 

number of units on a layer and the depth of the network. In practice, neural networks exhibit much 

greater diversity. One important neural network architecture that will be the subject of this paper is 

convolutional networks specialized for computer vision. Depending on the task, we may have 

specialized neural networks that may not be connected in a chain (although that is the common 

practice). Many architectures create a main chain and then add additional architectural features to it. 

Another design issue we need to consider is how the layers are connected. In a standard neural 

network, all inputs are often connected to each output unit. To solve the robustness problem, many 

specialized architectures use special methods to reduce the number of connections, and thus the 

number of parameters, to reduce the required computational capacity. We will explore such 

strategies later. 

3.1.1.5. Back-Propagation 

As mentioned earlier, a feedforward neural network is a unidirectional network that carries the 

information from input x directly to output 𝒚̂. This is called forward propagation and can continue 

until the scalar cost 𝐽(𝜃) is reached. Back-propagation is an algorithm that allows the gradient to be 

computed by flowing the cost function information backward through the network. This method was 

a simple solution that reduced the cost of numerically evaluating the analytical expression for the 

gradient. However, back-propagation is not only used in multilayer neural networks but can also be 

used to compute derivatives of arbitrary functions. The gradient of the cost function with respect to 

the parameters, ∇θ𝐽(𝜃) , is the most required function in learning algorithms. Nevertheless, in 

machine learning tasks, other derivatives often need to be computed to support the learning process 

or the evaluation of a model, so the back-propagation method can be used for these tasks as well. 

This algorithm is quite simple to apply. First, we note that the gradient of z is given by 
𝑑𝑧

𝑑𝑧
= 1. In this 

way, we can calculate the gradient of the scalar z of its predecessor x in the graph. By multiplying the 

current gradient by the Jacobian of the operation that produced z, we can then calculate the gradient 

of z's predecessor in the graph. Continuing to multiply by the Jacobians, we arrive at x.  

Meanwhile, we simply add up the gradients coming from the different paths at each node that can 

be accessed when returning from z via two or more paths. A variable is a node in the graph 𝔾 and for 

maximum generality, it can be represented as a tensor X, which can be a scalar, a vector, a matrix, or 

even a representation of multi-dimensional data. A detailed representation of this algorithm can be 

seen in Equation 16: 
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∇ 𝑥𝑧 =  ∑(∇ 𝑥 𝑌𝑖)
𝜕𝑧

𝜕𝑦𝑗
 

( 16) 

where Y is g(X) and 𝑦 = 𝑓(𝒀). 

Also, it is now important to understand the computational cost of the back-propagation algorithm. If 

we assume that each evaluation of an operation has the same cost, we can analyze the computational 

cost in order of the number of operations performed. By operation, we mean a basic unit of a graph 

that can have multiple arithmetic operations, rather than individual operations performed by 

hardware that will have different runtimes. Therefore, computing a gradient in a graph with $n$ will 

not perform more than 𝑂(𝑛2) operations or store the output of more than 𝑂(𝑛2) operations. The 

cost functions of neural networks can be viewed as chain-structured, such that the cost is 𝑂(𝑛). This 

approach may require exponentially many nodes to be executed. The recursive rule can be expressed 

by extension and non-recursive rewriting as 

𝜕𝑢(𝑛)

𝜕𝑢(𝑗)
= ∑ ∏

𝜕𝑢(𝜋𝑘)

𝜕𝑢(𝜋𝑘−1)

𝑡

𝑘=2𝑝𝑎𝑡ℎ(𝑢(𝜋1),𝑢(𝜋2),….,𝑢(𝜋𝑡)),

𝑓𝑟𝑜𝑚 𝜋1=𝑗 𝑡𝑜 𝜋𝑡=𝑛

 

( 17) 

By deepening the forward propagation graph, the number of terms in the sum, that is, the number of 

these parts, grows exponentially. The large cost arises from the repeated occurrence of the same 

computation, 
𝜕𝑢(𝑛)

𝜕𝑢(𝑗) . The solution found to avoid such recomputation is to think of back-propagation 

as a table-filling algorithm. Therefore, each node in the graph has a table space to store the gradient 

for that node, and by inserting it in order, the repeated computation is avoided. This method is called 

dynamic programming. 

3.2. Deep Learning Regularizations 

When training a model, it is important to examine the evolution of losses not only in the training set 

but also in the test set, thus evaluating the way the model generalizes. This evaluation can lead to 3 

outcomes: Underfitting, appropriate capacity, and overfitting. Underfitting occurs when the model 

is not able to capture the relationship between input and output variables such that it cannot achieve 

a sufficiently low error value in the training set. We can speak of a good machine learning model if it 

has adequate capacity, i.e., if it can generalize well what it has learned from the training dataset to 

unseen data. Otherwise, overfitting occurs, i.e., a model does not generalize well to new data because 

it is too complex and consequently learns too much from the training set. Regularization, then, 

attempts to transform a model that overfits into one that generalizes well to unknown data. 

Previously, this meant trying to minimize the loss on the training dataset, but it has become apparent 

that this could mean that the model is overall overfitted. Therefore, a different method was 

introduced where we not only try to minimize the loss, but also penalize complex models. This 

method is called regularization and adds a regularization term (or penalty), ω(θ) to the optimization 

algorithm that already contained a loss term. In the context of Deep Learning, most regularization 



  
 
 

 
13 

strategies aim to effectively reduce variance without increasing bias, or in other words, reduce model 

complexity while maintaining accuracy.  

As mentioned earlier, regularization applies a parameter norm penalty, ω(θ), which is multiplied by 

α, a hyperparameter, to balance the contribution of the norm penalty term. Therefore, for a stronger 

regularization we have a larger α and for no regularization we have a zero α. It is important to note 

that it is common for neural networks to leave the biases unregularized and apply the Norm Penalty 

ω parameter to penalize only the weights in each layer. The reason for this is that each weight studies 

the interaction between two variables, so a good fit of the weight requires the observation of both 

variables under different conditions. As for the biases, the variance does not change that much if it is 

not regulated, since only one variable is controlled. 

There are many regularization strategies, some of which we will discuss in the next section. 

3.2.1. Dataset Augmentation 

Up to this point, we have seen a specific method for simplifying models by penalization. However, 

there are other approaches that can better generalize a model. One of the most effective strategies 

is to increase the amount of data fed into the model. However, most of the time this is not possible 

because we are limited to the available data. For this reason, the creation of fake data was introduced. 

Fake data is data that is produced by humans and resembles real data. For tasks such as object 

recognition, augmenting data sets has proven to be very efficient. This is because the data are high-

dimensional images that contain a wide range of variations. Most of these variations are easy to 

simulate, such as shifting some pixels or scaling the image. This has been shown to improve the 

generalization of the model tremendously. Still, it is important to pay attention to what kind of 

problem we are working on, because in some tasks, extending the data with specific transformations 

can harm the model. Creating new data is not always that easy, and for some operations it can be 

very difficult, such as out-of-plane rotation. 

Another model task that thrives with dataset augmentation is speech recognition. By adding noise 

to the previous data, we can increase the dataset we give as input to the model. For a classification 

model, it is important to solve tasks with inputs that have low random noise, but neural networks do 

not perform very well with noise. One proposed solution to this problem was to train the neural 

networks with random noise applied to the inputs. Another option that has proven successful is to 

inject noise into the hidden units, bringing the data augmentation to the abstract level. There are 

other areas where noise can be added, such as activation layers, weights, gradients, and outputs.  

The comparison between the results of a model without data augmentation and a model with data 

augmentation proves that this strategy efficiently increases the ability of a neural network to 

generalize to new data. 
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3.2.2. Early Stopping 

One of the most common methods in Deep Learning for regularization is early stopping. The goal of 

this approach is to stop training before the model starts to overfit. Early stopping can be considered 

a very efficient algorithm for hyperparameter selection. We search for the optimal capacity by 

determining the number of steps the model needs to fit a training dataset, where the number of steps 

are the hyperparameters. The model is run only once, testing multiple hyperparameters. Note that 

stopping early requires a validation dataset, in order to monitor the validation error and eventually 

stop at a good loss value. One of the consequences of finding the best training time is that, because 

the hyperparameters are set automatically, the validation data set must be evaluated periodically 

during training. Another consequence is the need to always have a copy of the best parameters, i.e., 

to store them somewhere in memory and read them occasionally. Nevertheless, the advantages of 

this algorithm outweigh the consequences due to its simplicity and the fact that it does not affect the 

dynamics of the training. By reducing the number of iterations and not using additional penalty 

terms, this algorithm consumes less computational power during training, which is a major 

advantage. However, it can also be used with other regularization methods. 

3.3. Convolutional Neural Networks 

Convolutional neural networks (CNN) or convolutional networks were the algorithm that enabled a 

breakthrough in the world of computer vision. The term convolutional networks come from the fact 

that these networks use a mathematical operation called convolution in at least one of their layers, 

rather than a general matrix multiplication like other neural networks. 

Convolution is a linear operation that uses two functions of real value to create a third function that 

shows how the shape of one function is changed by the other, as shown in equation \ref{eq:25}: 

𝑠(𝑡) = (𝑥 ∗ 𝑤)(𝑡), 

( 18) 

where * denotes the convolution operation. The first argument (the function x) to the convolution is 

called input and the second argument (the function w) as kernel, the output is known as feature map. 

Equation \ref{eq:25} can be extended to ensure that time is represented as discretized: 

𝑠(𝑡) = ∑ 𝑥(𝑎)𝑤(𝑡 − 𝑎).

∞

𝑎=−∞

 

( 19) 

It's important to note, that a normal input of CNN are tensors, and kernels are composed of a 

multidimensional array of parameters that are adapted by the learning algorithm. Besides that, 

usually convolutions operations are practice in more than one axis at the time, thus the equation is 

now represented as follows: 

𝑠(𝑖, 𝑗) = (𝐾 ∗ 𝐼)(𝑖, 𝑗) = ∑ ∑ 𝐼(𝑖 + 𝑚, 𝑗 + 𝑛)𝐾(𝑚, 𝑛).

𝑛𝑚

 

( 20) 
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Equation \ref{eq:27} is a representation of function called cross-correlation, which works the same 

way as convolution. Neural networks in practice use this method instead of the actual convolution 

that requires flipping the kernel. Figure 8 illustrates an explanation of how basic convolution works in 

neural networks. 

 

 

 

 

 

 

Figure 8: Illustration of a convolution operation, where the input is a tensor which is matrix 3x3 and 

the kernel is matrix 2x2. The filter will go through the matrix creating a matrix 2x2 where the entries 

are the results of each convolution operation(A. Zhang et al., 2021). 

Furthermore, convolution holds three important concepts that improve neural networks learning: 

sparse interaction, parameter sharing and equivariant representations. 

 In CNN, the interactions between input and output are far less due the size of the kernel that usually 

is set to be smaller than the input, hence the name "sparse interaction". Moreover, fewer connections 

means lower number of operations needed and thus less computation required. Additionally, fewer 

interactions also mean less parameters to be stored reducing the memory needed. Although it is 

important to notice that in CNN this method does not affect runtime but significantly decreases the 

memory requirements of the model, by having far less parameters to store. A particularity caused by 

parameter sharing on a convolutional layer is a property called equivariance. Equivariance means if 

the input changes the output also changes. Translated to convolution neural networks terminology, 

this means that if we move the input some amount to the right then it's representation will move the 

same amount to the right. This is advantageous when trying to detect edges of an object in an image. 

Due the edges appear approximately on the same places on an image, using shared parameters 

across the entire image becomes really useful. 
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There are three stages: convolution stage, detector stage and pooling stage, as exemplified in Figure 

9. 

 

 

 

 

 

 

 

 

 

Figure 9: Example of the various stages on a Convolutional Neural Network architecture(Ferguson 

et al., 2017). 

First, a set of linear activations are produced by the layer which operates multiple convolutions in 

parallel. Secondly, each linear activation is the input of a nonlinear activation function, for example, 

the ReLU activation function. Lastly, with the help of a pooling function the output of the layer is 

modified even further. The output of the network is replaced by the pooling function with a summary 

of the nearby outputs’ statistics. This means, that by using, for instance, a max pooling operation, the 

output will be the maximum output within a rectangular neighborhood. There are several other 

popular pooling functions, but all of them helps the invariance of the model to small translations of 

the input. Where invariance to translations means that the pooled output is unchanged by the 

translation of the input by a small amount. Moreover, if the goal is to know if a feature is present, 

invariance to local can be helpful. 

Another interesting aspect is the fact that by pooling over the outputs of convolutions that were 

separately parametrized, the features can learn which transformations to be invariant to. 

Additionally, it is possible to use fewer pooling units that detector units due the fact that pooling 

summarizes the response over a whole neighborhood. Hence improving computational efficiency of 

the network making it faster. On the other hand, it can happen a reduction in the input size when the 

parameters number in the next layer is a function of its input size and because of this the memory 

requirements are less and the statiscal efficiency is improved. 

 Pooling is a great tool when handling inputs which have distinct sizes. This is because when we are 

pooling the input must have a fixed size that is achieved by modifying the size of an offset between 

pooling regions. This way the classification layer always receives the same number of summary 

statistics. 
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3.3.1. Variants of the Basic Convolution Function 

Using parallel convolution allows for the extraction of different features at multiple points in each 

layer, which is usually the goal. Apart from this, it is common for the inputs to be a grid of vector 

valued observations since most problems involve different types of data such as images or audio. 

Another difference arises from the fact that convolutional networks use multichannel convolution in 

most cases, so it is not always guaranteed that the linear operations are commutative, even if the 

kernel is flipped. Commutativity only exists if the output channel of the operation has the same 

number of channels as the input. 

An important part of convolution is the use of kernels. There are several ways to implement the 

kernel, e.g., a full implementation where the kernel evaluates each input pixel. 

However, this may not be the best implementation due to computational costs. By reducing the 

accuracy of feature extraction, we can achieve a neural network with better computational 

requirements and still produce good results. This method is called downsampling the output of the 

full convolution function. Downsampling basically samples every s (which is referred as stride) pixels 

in each direction of the output and is defined in equation \ref{eq:28}: 

𝑍𝑖,𝑗,𝑘 = 𝑐(𝑲, 𝑽, 𝑠)𝑖,𝑗,𝑘 = ∑ [𝑉𝑙,(𝑗−1)𝑥𝑠+𝑚,(𝑘−1)𝑥𝑠+𝑛𝐾𝑖,𝑙,𝑚,𝑛],

𝑙,𝑚,𝑛

 

( 21) 

where Z is the output of the convolution of K (kernel) that is not flipped across V (input, which is the 

observed data); c represents the downsampling function, i is a unit representation of the output 

channel, j is a unit representation of the input channel with k rows and l columns. The -1 prevents 

incorrect indexing, hence the fact that in programming languages such as Python or C, indexing starts 

at 0. 

Additionally convolutional networks are granted a feature of implementing implicit zero padding to 

the input V to make it wider. Meaning that sparse values are added to the input tensor. Three possible 

outcomes can result from this feature. 

The first is when no zero padding is added to the input, known as valid convolution. In this case, the 

kernel only traverses positions where the entire kernel can fit completely into the image. This results 

in an unconditioned shrinkage of the output in each layer. This means that at a certain point the layers 

can no longer be considered convolutional layers, as the network eventually reaches a size of 1x1 with 

increasing depth. In the case of same convolution, the input is padded with enough zeros to have the 

same size as the output. This does not shrink the network architecture. This strategy benefits from 

the ability to use as many convolutional layers as possible for the capacity of the hardware. However, 

the pixels near the edge have less influence on the output than the pixels in the middle, which makes 

them underrepresented in the model. Full convolution attempts to solve this problem by adding 

enough zeros to the input so that each pixel is visited k times in each direction. In this way, the output 

pixels near the edges are a function of fewer pixels than the output pixels in the center. However, this 

can make it harder to learn a single kernel that performs well in the convolutional feature map. The 

best middle ground of these strategies lies between valid and same convolution. 
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Sometimes the use of a convolutional layer can be wasteful. If we have previously knowledge that a 

feature should be a function of a small unique space, such as the nose on a face, it' is easier to use 

locally connected layers, also known as unshared convolution, represented mathematically in 

Equation \ref{eq:29}: 

𝑍𝑖,𝑗,𝑘 = ∑ [𝑉𝑙,𝑗+𝑚−1,𝑘+𝑛−1𝑤𝑖,𝑗,𝑘,𝑙,𝑚,𝑛]

𝑙,𝑚,𝑛

 

( 22) 

This method can also be useful when there are computational and memory constraints. Creating 

versions with even more constrained locally connected layers can reduce the number of parameters, 

simplify forward and backward propagation, and increase statistical efficiency without reducing the 

number of hidden units. Another strategy that lies between a convolutional layer and an unshared 

convolutional layer is tiled convolution. Here, the neural network learns a set of kernels that are 

rotated as it moves through space. Therefore, different filters are presented to the neighboring 

positions, as is the case with unshared convolution. However, the model must remember more 

parameters because the size of the kernel sets is used instead of the entire output feature map. 

Max Pooling interacts rather nicely with these last two last methods. As the detector units learn to 

distinguish between the different transformations the Max Pooling units become invariant to the 

learned transformation as multiple versions are presented with different transformations. 

Apart from the convolution itself, the learning process of a convolutional network requires other 

operations to deal with gradients, in particular those from the kernel and outputs. Backpropagation 

from output to weights and backpropagation from output to input, including convolution, can 

compute all the gradients needed to train feedforward convolutional networks of any depth. Finally, 

linear operations are not exclusively used to transform outputs from inputs in a convolutional layer. 

It is also important to note that, in general, a bias term is added to each output before nonlinearity is 

applied. 

3.3.2. Residual Neural Networks 

When dealing with Deep Convolutional Neural Networks, it is easy to fall into the belief that more 

layers produce better results. This belief is based on the common knowledge that by adding layers, 

the model learns more complex features and thus learns better and produces better results. And if 

for some reason the results stop improving, the blame should be put on overfitting. In this case, the 

solution is to add regularization parameters such as L2 or dropout. However, it has been proven that 

even Deep Learning models can have a maximum depth limit after which the models no longer 

produce better results. This consequence can have several reasons, such as initialization of the 

network, optimization and the most common reason, the vanishing gradient problem. However, 

using batch normalization ensures that the gradients have expected norms. Therefore, studies have 

shown that adding a layer called Residual Block smooths the problem. The use of residual units in a 

neural network is what constitutes a Residual Neural Network, or more commonly called ResNet. 

A residual block is a short connection unit that permits skipping connections, which in this case also 

called identity connections. A representation of this block can be seen in Figure 10. 
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Figure 10: Representation of a Residual Block. 

 

The most important part of this block is the identity mapping, whose sole purpose is to add the 

output of the previous layers to the following layer. The identity mapping does not contain any 

parameters, so it is a pure addition operation. Nevertheless, we need to be aware of the dimensions 

of F(x) and x, because in most cases they will not be equal since convolution operations usually 

reduce the spatial resolution of an image. Therefore, we multiply x by a linear projection W to 

equalize the dimensions: 

𝑦 = 𝐹(𝑥, 𝑊𝑖) + 𝑊𝑠𝑥, 

( 23) 

where F(x,Wi ) represents the residual mapping to be learned. 

Figure 11 shows an illustration of a particular implementation of a Resnet50 on a CNN: 

 

 

Figure 11: Implementation of a Resnet where we find four stages of residual layers with multiple 

identification mapping blocks. 

This extension of Convolutional Neural Networks allowed training of much deeper networks and 

increased performance on tasks such as semantic segmentation. 
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4. Image Segmentation 

The main goal of computer vision is to identify objects on an image. There are several methods to 

accomplish this but the far most popular is segmentation or image segmentation. Segmentation is a 

method that aims to isolate or detect objects within a picture. A cluster of pixels belonging to the 

same class is called a segment. With a segmented image, pixels can be thought of as class labels 

rather than real pixel values (Barreto, 2022) . It's useful to divide objects in two categories: Stuff and 

Things. Things refers to objects that are properly bounded and can be counted, such as humans. Stuff 

is all of things that are not geometrically defined but are identified by the material, such as the sky 

(Barla, 2023). We can define three types of segmentation: Instance Segmentation, Semantic 

Segmentation and Panoptic Segmentation. 

Instance Segmentation defines a unique label to each detected object within the picture, allowing 

objects to be counted and thus studying things. On the other hand, in Semantic Segmentation a label 

is shared if the objects belong to the same class, which enables to look at the stuff. Lastly, Panoptic 

Segmentation is a hybrid between instance segmentation and semantic segmentation. Therefore, 

this method not only recognizes the items according to their class labels but also all the instances 

present in the image. Which enables a study of both stuff and things. The distinction between these 

three segmentation methods can be seen in Figure 12: 

 

 Figure 12: Representation of three different methods of segmentation. (Left) Semantic 

Segmentation: labels equally the same object class. (Right) Instance Segmentation: attributes 

unique labels to each object. (Center) Panoptic Segmentation: recognizes instances while at the 

same time recognizing the items according to their class. 

 

4.1. Overview of image segmentation methods 

When working with instance segmentation is common to use color information almost exclusively.  

(C.-Y. Wu et al., 2020) executes instance segmentation by fusing images and disparity information to 

regress object masks. This is achieved by using stereo cameras to provide geometric estimations and 

by introducing disparity information at ROI (Region of interest method) heads. GAIS-Net model was 

tested on a self-compile HDQS testing set and on Cityscapes dataset. On the HDQS, GAIS-Net 

outperformed other models on the bounding box evaluation (46.0% AP) and mask evaluation (40.7% 
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AP), reaching a state-of-art performance. As for the Cityscapes, the comparison was only with Mask-

RCNN where GAIS-net still had a better performance on mask evaluation, 32.5% AP with only the 

fine annotations and 37.1% AP with fine annotations and pre-training with the COCO dataset. 

(Yuan et al., 2021) tackle the context aggregation problem in semantic segmentation by developing 

a three-phase method to describe a pixel using the representation of the analogous object class. To 

learn object areas, supervised learning of the ground truth segmentation is used first. Next, after 

totaling the representations of the pixels located within the region, the value is computed. The 

relationship between each pixel and each object region is then calculated, and each pixel's 

representation is then enhanced with the object-contextual representation, which is a weighted 

aggregation of all the representations of the object regions. The Object-Contextual Representation 

(OCR) method was tested in several datasets such as Cityscapes, ADE20K, Pascal-context and COCO-

stuff, and used the dilated ResNet-101 as backbone to conduce the experiment. In each test it 

outperforms the baseline models and on Cityscapes test reach a performance of 81.8% which is 

comparable with some methods bases on advanced baselines, such as DANet (Fu et al., 2019), 

ACFNet  (F. Zhang et al., 2019). 

Nowadays, in semantic segmentation is common to use a two-branch network architecture because 

of the improvement on its efficiency especially on real-time tasks. However, this type of architecture 

suffers from an event which the small-scale object is overwhelmed by its adjacent bigger objects. (Xu 

et al., 2022) names this event as overshoot and compares it to the overshoot on a PID controller. 

Regarding this comparison, it was proposed a three-branch network architecture, named 

Proportional-Integral-Derivative Network or PIDNet to mitigate this issue. In order to create an 

architecture that impersonate a PID controller in spatial domain they add a third branch called 

Auxiliary Derivative Branch (ADB). Therefore, the model works with a Proportional Branch which 

parses and saves the detailed information in its high-resolution feature maps, an Integral (I) branch 

parses long-range relationships by combining local and global context information and to forecast 

the border areas, the derivative (D) branch extracts the high-frequency information. An important 

note is that this architecture requires a precise annotation around boundary to perform at its best. 

The PIDNet family was tested on Cityscapes, CamVid and COCO-stuff. On the CamVid test set the 

PIDNet with and accuracy of 82.0% is only comparable to the DDRNet-23 (Hong et al., 2021) which is 

fastest but with an accuracy of 80.6%. As for the Cityscapes test set it was proved that PIDNet shows 

the best trade-off between inference speed and accuracy, achieving an accuracy of 80.4% and 80.6% 

in real-time. On the COCO-stuff  the model reaches a good performance in comparison with other 

models of the same type, reaching an accuracy of 33.5%. 

Regarding the efficiency in real-time applications, (Peng et al., 2022) suggests a lightweight model, 

PP-LiteSeg, which is constitute of three models: encoder, aggregation and decoder. The innovation 

is found on the decoder block where they integrate three new modules. The Flexible and Lightweight 

Decoder (FLD) is used to increase feature spatial size and reduce the channels in gradually manner, 

which can be adjusted depending on the decoder. For efficiently strengthening feature 

representation they propose a Unified Attention Fusion Module (UAFM) which makes use of channel 

and spatial attention. Lastly it is integrated a Simple Pyramid Pooling Module (SPPM) to aggregate 

global context and increase segmentation accuracy. PP-LiteSeg was tested on Cityscapes and CamVid 

test sets. PP-LiteSeg-B (which uses a STDC1 decoder) achieved an accuracy of 77.5% on the 
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Cityscapes test set. As for the CamVid test set, PP-LiteSeg-B had 75.0% performance. It is important 

to notice that PP-LiteSeg-T which has the STDC2 encoder, while not presenting a state-of-art 

accuracy (thou still competitive), its inference speed on real-time tasks clearly outperforms other 

state-of-art models. Hence, this proposed model accomplished a state-of-art trade-off between 

inference speed and accuracy. 

A redefiniton of atrous convolution, a commonly used tool on semantic segmentation was presented 

by (L.-C. Chen et al., 2017). Astrous convolution is a solution found for the problem of spatial 

resolution reduction of the feature maps that is also very computational efficient. (L.-C. Chen et al., 

2017) introduce astrous convolution in modules (like the Atrous Spatial Pyramid Pooling module) with 

several atrous rates that are in cascade or in parallel to capture multi-scale context. The DeepLabv3 

was tested in PASCAL VOC 2012 set where it achieved an 85.7% accuracy. Additionally, the method 

was tested with the implementation on the ResNet-101 model where it accomplishes a performance 

of 86.9%. Furthermore, DeepLAb3 was also tested on the Cityscapes test set where the method 

achieved an 81.3% accuracy, which is comparable to other state of art methods such as PSPNet (Zhao 

et al., 2017). 

Much of the suggested models for semantic segmentation use as backbone the ImageNet pre-

trained, which doesn't have a wide field-of-view, so normally is introduced a special contextual 

module to mitigate this issue. (Gao, 2021), takes an alternative approach by designing a backbone 

specialize in semantic segmentation called RegSeg. By introducing a D block which is a dilated block 

structure and keeping the number of channels low, they are able to increase the field-of-view without 

losing local detail of the picture. The innovation is that D block uses group convolutions, and each 

group uses different dilation rates in order to extract multi-scale features. Testing this solution on the 

CamVid test set it achieved an accuracy of 80.9% with 70 FPS outperforming other models. For the 

Cityscapes test set it got a performance of 78.13% with 30 FPS being only excelled by DDRNet-23  

(Hong et al., 2021)  which uses as a backbone ImageNet pretraining that has more parameters. 

A new bottom-up system for panoptic segmentation is proposed by (Cheng et al., 2020). The goal is 

to accomplish comparable results with top-down approaches while increasing the inference speed. 

The Panoptic-DeepLab has the particulatiry of having a dual-ASPP commonly used on semantic 

segmentation and a dual-decoder used on instance segmentation. While the first branch possesses a 

regular design, the instance branch holds a class-agnostic detector with an instance center 

regression. Something deserving of mentioning is the fact that this architecture during training only 

uses three loss functions and adds marginal parameters to semantic segmentation. The model was 

tested on Cityscapes, Mapillary Vistas and COCO test sets. On the Cityscapes test set, Panoptic-

Deeplab achieved a performance of 84.2%. As for the Mapillary Vistas test set, it accomplished the 

best of panoptic quality (PQ) with 42.7% compared to the winners of 2018. Finally for the COCO test 

set, it performed comparability well with other top-down methods which use heavier backbones or 

deformable convolution. 

There have been recent breakthroughs in the field of computer vision that came dismantle the CNN 

paradigm. (Z. Chen et al., 2023) developed an adaption of a vision-specific transformer (ViT) to try to 

solve some of the performance gap that this architecture still holds when applied to computer vision. 

The innovation was to introduce a vision-specific inductive biases, thus avoiding modifying the 

original architecture. These biases are achieved by three modules: a spatial prior module for 
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capturing the local semantics from input images, a spatial feature injector for incorporating spatial 

prior into the ViT and a multi-scale feature extractor to reconstruct the multi-scale features required 

by dense predictions tasks. This implementation was tested for the ViT-T/S/B models with the use of 

ImageNet-1K pre-training and with ImageNet-22K weights for the ViT-L model. By evaluating this 

implementation on the COCO dataset with the use of MMDetection on object detection and instance 

segmentation, it achieved better performance than the other two similar approaches ViT (Li et al., 

2021) and ViTDet (Li et al., 2022) and has comparable results to recent vision-specific models. The 

Vit-L model also outperforms the other two approaches with the same initialization. Another 

conclusion taken was that ViT adapter gains precision using multi-model pre-training instead of using 

different pre-trained weights. As for semantic segmentation, following the same logic as before, ViT-

adapter outperforms the ViT (Li et al., 2021)  and other vision-specific transformers with the use of 

ImageNet-1k pre-training. And for ImageNet-22k  pre-trained weights, ViT-Adapter proved to be 

more fitting for semantic segmentation than the Swin Transformer (Liu et al., 2021), due the 

improvements over different model sizes. Again Vit-Adapter benefits from multi-model pre-training. 

Another adaption for ViT specifically on the semantic segmentation scope is the Lawin Transformer 

(Yan et al., 2022). Which implements a multi-scale representations through a window attention 

mechanism to increase the efficiency of the ViT architecture and at the same time decrease the 

computation cost that this strategy which holds. Hence, they developed a decoder that applies a 

large window attention, which enables the local window to query a wider range of the context 

window with a negligible processing overhead. Thus, enabling capture of contextual information at 

multiple scales. Furthermore, it is added an efficient hierarchical vision transformer (HVT) below the 

Lawin Transformer, which enables the multi-scale representations into the semantic segmentation 

ViT. This strategy was tested on Cityscapes, ADE20K and COCO-stuff datasets. Compared to 

SegFormer (Xie et al., 2021) which is also built with a attention window and an MiT (HVT method) 

encoder, the Lawin Transformer surpass it in all the tests. When switching the MiT for a Swin-

Transformer on the Lawin and comparing with the Swin-UperNet (Liu et al., 2021) and MaskFormer 

(Cheng et al., 2021) on the ADE20K dataset, it is concluded that by increasing the capacity of the 

encoder the Swin-Lawin outperforms the MaskFormer and UperNet. However, if the capacity is small 

the Swin-Lawin performs worse than MaskFormer. 

 

 

5. Overview of growth rate and plant vigor methods 

5.1. Measurement systems for plant growth 

In order to obtain a distance between two points in two dimensions R2, one tries to find the length of 

the line between the two points. However, there is no direct method to calculate this length, so a 

procedure, named Euclidean distance, was found that divides this line segment into two other line 

segments: one vertically (parallel to the y-axis) and one horizontally (parallel to the x-axis), where 

these segments meet the two points and intersect each other forming a right triangle, as represented 

in Figure 13: 
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Figure 13: Representation of a right triangle resulting from the division of the line segment between 

two points into two-line segments. 

 

We calculate the length for the vertical line segment, 𝑦2 − 𝑦1, and likewise for the horizontal line 

segment, 𝑥2 − 𝑥1. We are now able to apply the Pythagorean theorem to calculate the hypotenuse, 

as represented in Equation x: 

√(𝑥2 − 𝑥1)2 + (𝑦2 − 𝑦1)2 

( 24) 

Extending this method to R3, the hypotenuse of the previous right triangle, becomes the skeleton 

(parallel to the z axis) for a new triangle, where the length will be  𝑧2 − 𝑧1. Using Pythagoras' theorem 

to calculate the new hypotenuse, we are left with the following expression: 

√(√(𝑥2 − 𝑥1)2 + (𝑦2 − 𝑦1)2)2 + (𝑧2 − 𝑧1)2 

( 25) 

By simplifying it becomes: 

√(𝑥2 − 𝑥1)2 + (𝑦2 − 𝑦1)2 + (𝑧2 − 𝑧1)2 

( 26) 

Thus, finding the distance between two points in R3 space. 

 

Another popular strategy for calculating distances in R3 is the Structure from Motion (SfM). The 

procedure analyzes a collection of 2D pictures of a scene taken from various angles and extracts visual 

details from each picture, like corners and edges. In order to determine the camera positions and 

orientations in relation to the scene, the SfM algorithm then compares the visual features present in 

the several photos. The method can generate a 3D point cloud, which depicts the scene's 3D 

structure, by triangulating the 2D visual data. This method is divided into five steps: Feature 

Detection, Feature Matching, Camera Pose Estimation, 3D Reconstruction and Bundle Adjustment. 

The first two stages have the goal to identify important features of the image that are then used to 

estimate the orientation and position of each camera, using strategies like triangulation. Next, using 
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the estimate pose, SfM triangulates 2D features into 3D space, creating the point cloud of the scene. 

Lastly, there is an adjustment to minimize reprojection errors and improve reconstruction precision. 

Therefore, this method is very useful for creating accurate and detailed 3D reconstructions from a set 

of 2D images. 

5.2. Plant vigor, detection, and identification methods 

Plant detection and identification can be achieved by passing an image through a CNN algorithm, 

which then identifies the plant species. However, to achieve these results and use them for real life 

applications it is important to be aware of concepts such as plant phenology and the role that it plays. 

Plant phenology is the timing of events in the life- cycle of plants, such as leaf bud break, flowering 

and fruiting. Phenology affects not only the fitness of individual plants, but also the fitness of 

organisms that depend on them, which in terrestrial ecosystems include virtually all animals (Stucky 

et al., 2018). Therefore, it is important to monitor changes in plants to ensure that they survive and 

do not have a negative impact on the environment. Therefore, the term "plant phenotyping" was 

introduced, which uses different methods to find and qualify plant characteristics (such as the leaf, 

the flower or the whole plant) by analyzing periodically taken images with precision  (Das Choudhury 

et al., 2019).There are several approaches ranging from detection to classification to segmentation 

to extract more complex parts of the plant such as the flower, the leaf or even the roots. Nowadays, 

this technique is used in various applications (apps) available to the public. In this section we will 

present some of these solutions as well as other studies that address this issue. 

In the work of (Wang et al., 2021), a leaf recognition-based solution for plant identification is 

proposed. A multi-scale CNN with attention (AMSCNN) was used, which consists of several different 

scaled feature learning modules with an attention mechanism that assigns higher weights to 

important features to improve feature extraction. It achieved an accuracy of 95.28%. 

(Barré et al., 2017) developed a deep neural network called LeafSnap to identify plants via its leaves. 

The CNN architecture applies the concept of dimension reduction modules, where each module 

consists in 2 convolutional layers followed by a MAX-pooling layer in order to reduce the number of 

connections between the last convolution layer and the first Dense layer. It was tested in three 

different datasets: Flavia (with 32 species), Foliage (with 6o species) and LeafSnap (with 184 species), 

having an accuracy of 97.9%, 95.8% and 86.3% respectively.  

Other plant identification model using leaves is described in the following work by (Ganguly et al., 

2022), which developed a classification model named BLeafNet combining deep neural networks 

with Bonferroni fusion learning. BLeafNet uses 5 deep learning models with the backbone algorithm 

ResNet-50, for different features. Using the Bonferrori mean operator they combine the best 

confident scores for the final result. The model was tested in Malayakew, Leafsnap and Flavia 

datasets. This model had an accuracy of 92.22% for the Leafsnap dataset, 98.54% on the Malayakew 

dataset and 98.70% on the Flavia dataset. It's pointed out that before the fusion stage BLeafNet had 

an accuracy of 95.32% on the Malayakew dataset, showing an improvement of accuracy after fusion. 

For the world of medicinal plant classification, this study from (Patil & Sasikala, 2023) shows a 

variation of the K-Nearest Neighbours (KNN) approach, called Weighted KNN, which changes the 
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procedures to assign weights to the k points. After being tested, this algorithm had an accuracy of 

98.62%.  

This study from (Gogul & Kumar, 2017) aimed to identify medicinal plants in environments such as 

forests or mountains. Using images from a mobile phone camera, CNN was used to classify the 

species. This approach provided a solution to the problem of using hardware with lower capabilities 

by avoiding the use of CNN for feature extraction. Three architectures were used for feature 

extraction: OverFeat, Inception-v3 and Xception, with additional machine learning models such as 

Logistic Regression and Random Forest (RF). These results were fed into the CNN by resorting to 

Transfer Learning. CNN combined with OverFeat, Xception and Inception-v3 had an accuracy of 

73.05%, 90.60% and 93.41% respectively.  

The work of (Indra et al., 2021) also dealt with medicinal plants, more specifically, Indonesian 

medicinal plants. This work combined two algorithms, Principal Component Analysis (PAC) for 

feature extraction and the CNN (KNN) as a classifier. This study achieved an accuracy of 88.87%. 

The work (Ibrahim Nehad M. Abdulrahman and Gabr, 2022) offers a solution for identifying wild 

plants by leaves, fruits or even both. This is the innovation compared to other studies. A wild plant 

dataset was collected from a natural habitat in Egypt and three techniques were tested: AlexNet, 

Random Forest (RF) and Support Vector Machine (SVM). It concluded that the convolutional neural 

network (AlexNet) achieved the best results with an accuracy of 98.2%, compared to 96.7% and 96% 

for SVM and RF respectively. 

 

6. Datasets 

6.1. Plant identification 

The Flowers-299 (Cretu, 2020) dataset contains 299 flower species with a total amount of 115944 
images. This dataset was developed by a bachelor’s degree student for a final project of flowers 
identification with help of machine learning algorithms and was gathered with help of google image 
search.  The images were resized with an average size of 271x242 pixels and filtered. Each class has 
between 222 and 483 images. It is worth to notice that this dataset holds three species that are of 
interested in this project: Armeria Maritima, Echium and Erica. Figure 13 represent two samples of 
the Flowers-299 dataset. 
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Figure 13: Representation of two images that the Flowers-299 holds. (Left) A representation of an 

Erica. (Right) Representation of an Echium(Cretu, 2020). 

The 102 Category flower dataset(Nilsback & Zisserman, 2008), developed by Maria-Elena Nilsback 
and Andrew Zisserman, is another dataset for flower identification. However, this dataset was a tool 
to study the impact of multiple combinations of features on the performance of a model. With this 
end, they used a support vector machine classifier and computed four different features for the 
flowers. This dataset has 102 categories of flowers. Each class holds between 40 to 258 images, which 
have large scale, pose and light variations. To visualize the classes is used isomaping with shape and 
color features. The dataset includes 5 files: image dataset, image segmentation, image labels, data 
splits and Chi2 (Chi-Square) distances. Figure 14 shows to images of this dataset. 
 
 
 

 
Figure 14: Representation of two images that the 102 Category flower dataset (Nilsback & 

Zisserman, 2008). 

For weed identification, (Olsen et al., 2019)developed a dataset, DeepWeeds, that includes eight 
different weed species native of Australia on a total of 17509 images. Due the fact that robotic weed 
control faces a general obstacle of classifying weed on its natural environment, the goal was to use 
this tool to help develop systems for weed managing. Additionally, the images have unique filenames 
with the ID number of the instrument that take the image and the date and time when that happen. 
There is a representation of 2 images on Figure 15. 
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Figure 15: Representation of two images of weeds that are in DeepWeeds(Olsen et al., 2019). 

 
Another dataset developed for the problem of weed identification was 4Weed (Aggarwal et al., 
2022). It contains 150 Giant Ragweed images, 170 Redroot Pigweed images, 139 Foxtail images, and 
159 Cocklebur images, which correspond to the four most prevalent weed species reported in corn 
and soybean production systems. In order to prepare the dataset for training both image 
classification and object detection deep learning networks capable of precisely finding and 
recognizing weeds inside maize and soybean fields, bounding box annotations were made for each 
image. Figure 16 shows to images of two species that appear in this dataset. 
 
 

 
 

Figure 16: Representation of two images of weeds that are in 4Weed dataset. (Left) Sample of the 

weed species Cocklebur (Right) Sample of the weed species Pigweed (Aggarwal et al., 2022). 

 
Additionally, (Koklu et al., 2022) developed a dataset Grapevine Leaves Image to classify grapevine 
leaves. This dataset, prepared by collaboration between Selcuk University, Necmettin Erbakan 
University and Koramanoglu Mehmetbey University, based in Turkey, contains 5 species of vine 
leaves with a total of 500 images captured in a controlled light environment. The species are specific 
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to the Central Anatolia region of Turkey and are as follows: Ak, Ala Idris, Buzgulu, Dimnit and Nazli. 
Each species is associated with 100 images.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 17: Representation of two images of leaves that are in Grapevine Leaves Image dataset. (Left) 

Sample of the leaf species Ak. (Right) Sample of the leaf species Dimnit (Koklu et al., 2022). 

 
Another leaf dataset was developed by (S. G. Wu et al., 2007). Flavia dataset was feed to a 
probabilistic neural network (PPN) with the purpose of classify plants by its leaves. The classification 
model was created on Matlab and the input vector feed to the PPN was created by extracting 12 leaf 
features and orthoganized into 5 principal variables. Afterwards the model outputted the Latin name 
of the plant. It has total of 32 classes (1800 pictures) of leaves and each image is a single leaf with a 
white background. Figure X is an example of leaf image in this dataset. 
 
 

 

 

 

 

 

 

Figure X: Representation of one leaf image on the dataset(S. G. Wu et al., 2007). 

Open Plant Phenotyping Database (OPPD) (Madsen et al., 2020) is a database of plant seedlings. 

This dataset is a tool for problems of visual recognition. It contains 7590 images of 47 different 

species which were cultivated using three growth conditions (ideal, drought and natural) and 

tracked while growing to have multiple images of several stages of the same plant which includes 

sown pictures. It has bounding box annotations and holds to different tasks instance detection and 

plant species classification. 
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Figure X: Representation of images on the OPPD dataset. (Left) Full Object Image - Representation 

of individual polystyrene boxes with the plants. (Right)Individual Plant Cut-Outs - Representation of 

all the bounding boxes annotated on the Full Object Image image (Madsen et al., 2020). 

(Zenkl et al., 2022) built a dataset for a wheat semantic segmentation task. The Eschikon wheat 

segmentation (EWS) dataset has 190 images collected over four years (2017, 2018, 2019, 2020) 

which holds all the stages of the wheat during all the seasons. This dataset was manually chosen 

from 100000 images gathered and annotated pixel-wise. It is divided according to illumination 

direct and diffuse light. 

 

Figure X: Representation of several images on the EWS dataset (Zenkl et al., 2022). 

 

6.2. Not-exclusively plant datasets 

The ADEKA20 is a dataset specialized on object detection and image segmentation, developed by 

(Zhou et al., 2017, 2019). It has a total of 27000 images of everyday scenes which were taken from 
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Sun and Places dataset. Almost 3K object categories are thoroughly annotated in the images. Several 

photos also include object components and parts of other parts. Additionally, the original images 

have annotated polygons and object instances. Additionally, pictures are deidentified, masking faces 

and license plates. Figure X shows a sample of what the dataset offers. 

 

Figure X: Representation of the images on the dataset. (Top) Images of the scenes. (Middle) Object 

Segmentation. (Down) Parts segmentation (Zhou et al., 2017, 2019). 

A summary of the above-described datasets and related works is reported in Table 1 and Table 2, 

highlighting their applications.  

 

Table 1: Datasets for plant identification. 

Datasets Types of 
plants 

classified 

Task Annotations Type of 
annotations 

Total 
number 

of 
images 

Flowers-299(Cretu, 
2020) 
 

Flower  Classification  No ______ 115944 

102 Category 
Flower(Nilsback & 
Zisserman, 2008) 
 

Flower  Classification Yes Unknown 8189 

DeepWeeds(Olsen et 
al., 2019) 

Weeds Classification Yes Bounding box 
Instance 
segmentation 
mask 

17509 

4Weed(Aggarwal et 
al., 2022) 

Weeds Classification 
Object 
Detection 

Yes Unknown 618 

Grapevine Leaves 
Image(Koklu et al., 
2022) 

Leaves Classification No ______ 500 

Flavia(S. G. Wu et al., 
2007) 

Leaves Classification No ______ 1800 



  
 
 

 
32 

      
Open Plant 
Phenotyping 
Database (OPPD) 
(Madsen et al., 2020) 
 

Plant  Instance 
Segmentation 
Classification 

Yes Bounding box 7590 

Eschikon wheat 
segmentation (EWS) 
(Zenkl et al., 2022) 

Wheat Semantic 
Segmentation 
 

Yes Pixel-wise 
segmentation 

190 

      

 

 

Table 2: Non-exclusively plant datasets. 

Datasets Type  Task Annotations Type of 
annotations 

Total 
number 

of 
images 

ADEKA20(Zhou et al., 
2017, 2019) 
 

Objects  Object 
detection 
Segmentation 
Classification  

Yes pixel-wise 
annotations 
Polygon 
annotations 

27000 

 

7. Conclusions and final remarks  

In order to provide an overview of the current state of the art in assessing the vigor and growth rate 

of wild plants, this report has assembled some important data on computer vision strategies that will 

be useful in solving future problems. Considering that the goal is to perform on-site monitoring using 

small processors and cameras, it is important to implement strategies that can work under these 

conditions. The algorithms to be implemented must take this into account. It is also extremely 

important to have a solid dataset of the wild plants selected for monitoring. If this is not possible, the 

datasets collected may be helpful in overcoming this limitation. 

In summary, the information in this report will be a great tool to overcome the obstacles of this 

project and make it more economically feasible. 
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